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ABSTRACT

Local search has gained its popularity in addressing multi-objective
combinatorial optimisation problems (MOCOPs) within the com-
munities of evolutionary computation and operational research.
The ease of defining the neighbourhood in discrete spaces of MO-

COPs makes local search well-suited to conducting step-wise moves.

On the other side, evolutionary algorithms are amongst very first
choices in solving various multi-objective optimisation problems.
Although most multi-objective evolutionary algorithms (MOEAs)
are developed, tested and studied on the basis of continuous prob-
lems, when encountering a practical MOCOP, practitioners tend
to resort to popular MOEAs. Therefore, a relevant question is that
between MOEAs and local search heuristics, which one may be
more suitable for MOCOPs. In this paper, we attempt to answer
this question. We choose seven well-known “baseline” MOEAs and
local search heuristics in the area and systematically study their be-
haviours on four MOCOPs. We find that, unsurprisingly, different
search paradigms have their own sweet spots; it depends on prob-
lem types, problem settings and search budgets. However, surpris-
ingly, there exists one search heuristic, SEMO, which can be seen
as a “transition” between the two search paradigms (i.e., a simple
MOEA or randomised local search), that performs consistently bet-
ter than the other heuristics across all the settings.
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1 INTRODUCTION

Multi-objective combinatorial optimisation problems (MOCOPs)
represent a class of optimisation problems where decision vari-
ables are discrete in a finite search space and there is more than
one objective needed to be optimised simultaneously. MOCOPs ex-
ist widely in various fields, ranging from software engineering [12]
to machine learning [49], from logistics [3] to mechanical engineer-
ing [59], and from biology [28] to aerospace [23]. When encounter-
ing a practical MOCORP in their field, researchers and practitioners
tend to resort to popular multi-objective evolutionary algorithms
(MOEAs) to solve their problem, e.g., in [3, 12, 23, 28, 49, 59]. How-
ever, most of these MOEAs were developed, tested and studied on
the basis of multi-objective continuous problems; and their per-
formance may not be well verified on MOCOPs. In fact, discrete
search spaces are rather distinct from continuous ones. MOEAs
may behave very differently on these two types of optimisation
problems [41].

On the other side, local search becomes increasingly popular in
addressing MOCOPs within the communities of evolutionary com-
putation and operational research [9]. Its systematic search man-
ner works well with the neighbourhood construction in discrete
spaces. Over the last two decades, there have been numerous stud-
ies navigating local search for MOCOPs. These studies include the
design of efficient local search algorithms [5, 11, 33-35, 54, 60],
analysis of its different components [19, 46, 55], exploration of its
behaviours and algorithmic framework [17, 20, 51], automation of
its design and algorithm selection [10, 47, 48], and utilisation for
landscape analysis and visualisation [24, 45].

Now, an immediate question arises: between MOEAs and local
search heuristics, which one is more suitable for MOCOPs, though
there are observations that local search may perform better than
MOEAs in some cases (e.g., in [56]). In this paper, we attempt to
answer this question. We consider seven search heuristics. They
include three well-known MOEAs, NSGA-II [15], SMS-EMOA [6]
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and MOEA/D [66], representing three types of MOEAs, the Pareto-
based, the indicator-based and the decomposition-based. For local
search, we consider two well-established algorithms, Pareto local
search (PLS) [54] and anytime Pareto local search (anytime PLS)
[20]. PLS is one of the most well-known local search methods for
MOCOPs [9]. Anytime PLS was developed to improve the any-
time behaviour of PLS since before the completion, terminating
PLS can lead to poor solution quality [20]. Moreover, we consider
a very simple MOEA, SEMO [39], which is widely used in the the-
ory community for running time analysis. SEMO can be seen as
a “transition” between the two search paradigms (see Section II-
B for detailed explanations). In addition, we also include random
sampling as a baseline algorithm for comparison.

We consider four widely used MOCOPs, 0-1 knapsack [67], trav-
elling salesman problem (TSP) [58], quadratic assignment problem
(QAP) [37] and NK-landscape [2]. These problems are of various
features, such as pseudo-boolean (0-1 knapsack and NK-landscape)
and permutation (TSP and QAP), smooth (0-1 knapsack) and rugged

(QAP and NK-landscape) landscapes, order-related permutation (TSP)

and position-related permutation (QAP). For each problem, we con-
sider two instances, small-scale and large-scale. Since different search
paradigms (MOEAs and local search) may favour different budgets,
for each problem instance we set two stop conditions, each favour-
ing one search paradigm.

We find that, unsurprisingly, different search paradigms have
their own sweet spots; it depends on problems, problem instances
and search budgets. MOEAs are not certainly worse than local
search on MOCOPs; actually, they are competitive on the major-
ity of the problem settings considered, some even under the bud-
get settings favouring local search. Probably most surprising re-
sults are from SEMO. SEMO, a simple MOEA that can be seen as a
randomised local search (in analogy to single-objective case), per-
forms consistently better than (or at least being competitive to)
other MOEAs and local search heuristics across all the settings.

The rest of the paper is organised as follows. Section II intro-
duces preliminaries of multi-objective optimisation and the search
heuristics to be investigated. Section III describes experimental de-
sign, including the considered MOCOPs, performance metric, and
parameter settings. Section IV gives experimental results. Lastly,
Section V concludes the paper.

Allthe data is available at https://github.com/Zim-L/MOEAvsLS.

2 MULTI-OBJECTIVE OPTIMISATION
2.1 Definitions

Without loss of generality, let us consider a minimisation MOCOP
with m objective functions f(s) = (fi(s), ..., fm(s)) mapping a solu-
tion s in a finite decision space S to an objective space Z (Z C R™).
Given two objective vectors z,z’ € Z, z is said to (Pareto) dominate
z' (denoted by z < Z’) iff for all i € {1,...,m}, z; < z;, and z # 7.
For simplicity, one can extend the notion of Pareto dominance to
solutions. That is, a solution s is said to dominate another solution
s” iff f(s) < f(s). Following [20], for a solution set A and a solu-
tion s, we say A £ s if there does not exist any solution s’ € A such
that s’ < s or f(s") = f(s).

Based on the dominance relation, the notion of optimality in
multi-objective optimisation can be defined. A solution s € S is
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Algorithm 1 Random Sampling

1: A0

2: repeat

3: s « random_generation()

4 if A £ s then

5: A—AU{s}\{aeA|s<a}
6 end if

7: until stop_condition()

Output: A

> Generate a solution randomly in the search space

Pareto optimal if there does not exist any s’ € S such that s’ < s.
The set of Pareto optimal solutions is called the Pareto optimal set,
and its mapping in the objective space is called the Pareto front.
In many cases, finding the Pareto front can be computationally
intractable. Therefore, the goal of search algorithms is to find a
as good as possible approximation to the Pareto front so that the
decision-maker can choose their most preferred solution from it.

2.2 Algorithms Investigated

In this work, we consider seven search heuristics. They are random
sampling, Pareto local search (PLS) [54], anytime PLS [20], simple
evolutionary multi-objective optimisation (SEMO) [39], and three
popular MOEAs, NSGA-II [15], SMS-EMOA [6] and MOEA/D [66].

For each search heuristic, we care about the quality of its so-
lutions generated during the search process. However, the final
population of an MOEA cannot represent it [63] (see [42] for why
this always happens). An MOEA’s final population usually con-
tains inferior solutions that are in fact dominated by the solutions
discarded previously by the population update [43]. As such, we
use an unbounded archive to store all nondominated solutions ever
generated for the three MOEAs. This is also for random sampling.
For PLS and SEMO, they already use an unbounded archive to store
nondominated solutions for the exploration. However, for anytime
PLS, its archive may not represent all nondominated solutions gen-
erated since it only preserves dominating solutions (usually at the
beginning of the search), hence an extra archive being used as well.

Random Sampling. Random sampling, presented in Algorithm 1,
is a search heuristic that draw solutions randomly from the search
space. The archive A is used to store all nondominated solutions
generated until the stop condition is met.

Pareto Local Search (PLS) [54]. Presented in Algorithm 2, PLS is
one of the most well-known local search techniques for MOCOPs.
It has been frequently studied in the area [4, 18, 31, 35, 46, 60].
PLS performs systematic exploration of solutions’ neighbourhood.
Using an archive to store all nondominated solutions found, PLS
randomly selects one unexplored solution in the archive and ex-
plores all neighbours of the solution, while updating the archive
by the generated neighbours. The algorithm halts either the stop
condition is met or there is no unexplored solution in the archive.

Anytime Pareto Local Search (Anytime PLS) [20]. Shown in Al-
gorithm 3, anytime PLS is an extension of PLS, aiming to improve
the anytime behaviour of the original algorithm. It considers im-
provements on three components of a local search algorithm, se-
lection step, acceptance criterion, and neighbourhood exploration.
For the selection step, instead of choosing an unexplored solution
in the archive randomly, anytime PLS considers the unexplored
solution which has the best hypervolume contribution [20]. For
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Algorithm 2 Pareto Local Search (PLS) [54]

Algorithm 5 NSGA-II [15]

: s « rand_generation()
: explored(s) < FALSE
A {s}
repeat
s « random_selection({a € A | explored(a) = FALSE})
solution randomly from A

PAER R N

> Select an unexplored

6 for all s’ € neighbourhood(s) do > Neighbourhood exploration
7: if A £ s’ then

8: explored(s’) « FALSE

9: A—AU{s'}\{acA|s' <a}

10: end if

11: end for

12: explored(s) « TRUE > Mark s being explored
13: until stop_condition() or {a € A | explored(a) = FALSE} = 0
Output: A

Algorithm 3 Anytime PLS [20]

: s « rand_generation()
: explored(s) < FALSE
A {shA « {s}
repeat

s « OHI selection({a € A | explored(a) = FALSE}) > Select an unexplored
solution from A using the indicator optimistic hypervolume improvement (OHI) [20]
6 dominating < FALSE > Label for indicating current acceptance criterion
7 for all s’ € neighbourhood(s) do
8: A’ « archive_update(A’,{s'})
9
0

> Use A’ to store nondominated solutions ever generated

A N -

if 3a € A such thats’ < a then
dominating < TURE
solution in A.

> There exists at least one neighbour of s dominating a

11: explored(s’) « FALSE

12: A—AU{s'}\{acA|s' <a}
13: end if

14: end for

15: if dominating = FALSE then > Switch to accept nondominated solutions in the archive
16: for all s € neighbourhood(s) do

17: if A £ 5" then

18: explored(s’) « FALSE

19: A—AU{s'}\{acA|s’ <a}
20: end if

21: end for

22: end if

23: explored(s) < TRUE
24: until stop_condition() or {a € A | explored(a) = FALSE} = 0
Output: A’

Algorithm 4 Simple Evolutionary Multiobjective Optimisation
(SEMO) [39]

1: s « rand_generation()
2t A« {s}
3: repeat
s « random_selection(A)
s’ « random_selection(neighbourhood(s))
if A £ s’ then
A—AUu{s'}\{acA|s’ <a}
end if
9: until stop_condition()
Output: A

> Select a solution randomly from A
> Select a neighbour of s randomly

the acceptance criterion, anytime PLS first considers solutions that
dominate at least one solution in the archive, and if there is no such
solution, then the algorithm switch to accept nondominated solu-
tions as in PLS. For the neighbourhood exploration, there are two
alternatives, first-improvement and best-improvement. Since it has
shown that combining first-improvement with dominating accep-
tance criterion may be too greedy [20], we follow the suggestion to
consider the best-improvement in the neighbourhood exploration.

Simple Evolutionary Multiobjective Optimisation (SEMO) [39].
As its name suggests, SEMO is a simple MOEA, and it has been fre-
quently used in the theory community (7, 16, 27, 53, 57]. As shown
in Algorithm 4, similar to PLS, SEMO randomly chooses one solu-
tion from the archive to perform neighbourhood search. However,

Input: n (population size)

1: A<0

2: P « initialisation(n) > Generate a population of n solutions randomly

3: A « archive_update(A,P) > Update A by P based on dominance relation and ensure
there is no duplicate nondominated solution in A

4: repeat

5: Q « mating_variation(P,n) > Generate n new solutions by mating selection and
variation (e.g., crossover and mutation) on P

6: A « archive_update(A, Q)

7: (F1, Fy, ..., Fmax) < nondonimated_sorting(P U Q) » Partition all the solutions
into different nondominated fronts

8: Pe—0,i—1

9: while |P| + |F;| < ndo

10: crowding_distance(F;)
11: P~ PUF;
12: ie—i+1

13: end while
14: sorting(F;) > Sort solutions of the nondominated front F; based on their crowding
distances in a descending order
15: P« PUF;[1:(n—-|P|)]
16: until stop_condition()
Output: A

> Place the first (n — |P|) solutions of F; into P

Algorithm 6 SMS-EMOA [6]

Input: n (population size)
1: A0
2: P « initialisation(n)
3: A « archive_update(A,P)
4: repeat
q < mating_variation(P, 1)
A « archive_update(A, q)
(F1,Fy, ..., Fmax) < nondonimated_sorting(Q U q)
s’ « argminge f.. hypervolume(Fmax \ {s}) » Find the solution that has the least
contribution to the hypervolume Fpay; the tie is broken randomly
9: P—PU{q}\{s'}
10: until stop_condition()
Output: A

unlike PLS which considers all neighbours of the chosen solution,
SEMO considers only one random neighbour, and hence can be
seen as randomised Pareto local search. Note that the such an sim-
ple “1+1” MOEA with an unbounded archive was presented earlier
in [25].

Non-dominated Sorting Genetic Algorithm IT (NSGA-II) [15].
As presumably the most widely used MOEA, NSGA-II belongs to
the Pareto-based algorithm class, characterised by non-dominated
sorting and crowding distance procedures (Algorithm 5). In the
selection process of NSGA-II, candidate solutions are partitioned
into different non-dominated fronts. Solutions at lower fronts are
regarded better than solutions at higher fronts. If solutions are at
the same front, their crowding distance kicks in; the solutions with
larger crowding distance are preferred.

S Metric Selection Evolutionary Multiobjective Optimisation
Algorithm (SMS-EMOA) [6]. SMS-EMOA is a popular indicator-
based MOEA. As can be seen in Algorithm 6, SMS-EMOA follows
the non-dominated sorting procedure of NSGA-II, but instead of
crowding distance, it uses the hypervolume indicator [67] to dis-
tinguish between solutions at the same nondominated front. That
is, SMS-EMOA calculates the contribution of the hypervolume that
each solution makes to the population, and removes solutions with
the least contribution.

Multiobjective Evolutionary Algorithm Based on Decompo-
sition (MOEA/D) [66]. MOEA/D is a well-known decomposition-
based algorithm (Algorithm 7). It converts a multiobjective prob-
lem into a number of scalar optimisation subproblems by a set
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Algorithm 7 MOEA/D [66]

Input: n (population size), W = {wy, wy, ..., wp } (a set of n weight vectors), r (neighbourhood
size)
A0
P « initialisation(n)
z « refpoint_calculation(P) » Calculate the reference point for the scalarising function
A « archive_update(A, P)
repeat
fori < 1tondo
g < MOEAD _variation(P, r, w;)
neighbourhood associated with weight vector w; in P
8: z « refpoint_update(q,z)
9: A « archive_update(A, q)
10: P « population_update(P,q,r, w;) »> Update the neighbourhood of the weight
vector w; based on the scalarising function
11: end for
12: until stop_condition()
Output: A

> Generate a solution based on the

> Update the reference point

of well-distributed weight vectors and a scalarising function. In
MOEA/D, neighbouring sub-problems work collaboratively, e.g.,
sharing the best solutions and performing recombination, which
is a major difference from the other two classes of MOEAs.

3 EXPERIMENTAL DESIGN

3.1 Optimisation Problems Considered

Multi-Objective 0-1 Knapsack Problem (Knapsack). The multi-
objective 0-1 knapsack problem [67] is a widely used MOCOP. Given
a set of D items, each with m values and m weights, and a number
of m knapsacks, each with a capacity (weight constraint), the knap-
sack problem can be defined as follows:

D
max fj(x) = Zvﬁxi, j=1..m
i=1
S )

subject to ZWjixi <cj j=1..m
i=1
x = (x1,...xp) € {0,1}P

where v;; > 0 is the value of item i in knapsack j, w;; > 0 is the
weight of item i in knapsack j, c; is the capacity of knapsack j, and
x; = 1 means that item i is selected. Following the practice in [67],
vj; and wj; are random integers in the interval [10, 100], and the
knapsack capacity was set to half of the total weight of all items
for the knapsack. In the experiments, we consider two instances
with different problem sizes (i.e., numbers of items): small-scale
problem with D = 100 and large-scale problem with D = 1000.

Multi-Objective Travelling Salesman Problem (TSP). TSP is a
classical combinatorial optimisation problem and it can be stated
as follows. Given a number of cities and the cost of travel between
each pair of them, the aim of the problem is to find the route that
has the lowest travelling cost for visiting all the cities exactly once
and returning to the starting point. The multi-objective TSP is an
extended version of the standard TSP, in which there are multi-
ple costs of travel between each pair of cities [58]. Formally, the
problem can be defined as: given a network L = (V,C), where
V ={o1,...,op}isasetof Dnodesand C = {C; : j € {1,...,m}}
is a set of m cost matrices between nodes (C;j : V X V), the task is
to find the Pareto optimal set of Hamiltonian cycles that minimise
each of the m cost objectives. In our experiments, the m matrices
are independent, generated by assigning each pair of cities with a
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number randomly drawn from [0, 1) [13]. Here, the experiments
consider two instances with different problem sizes (i.e., numbers
of cities): small-scale problem with D = 50 and large-scale problem
with D = 500.

Multi-Objective Quadratic Assignment Problem (QAP). As a
popular and widely used optimisation scenario, QAP refers to the
problem of assigning a set of facilities to a set of locations with the
admission of a flow (or cost) between facilities. The multi-objective
QAP [37] is an extension of a basic QAP, where there are mul-
tiple flows between facilities, for example in hospital, one needs
to consider the flows of doctors, patients, etc. Formally, a multi-
objective QAP can be defined as: given m D XD cost (flow) matrices
[C1ij], - [Cmij] and a D x D distance matrix [Lyo], where Cy;; is
the kth cost between facilities i and j, and Ly, is the distance be-
tween locations u and v. A solution to the QAP is a permutation
x = (x1,X2,...,xp) where x; represents the location assigned to
facility i. The objective functions can be formally defined as:

D D

min fi(x) = Z chijoixj’ k=1..,m 2)

i=1 j=1

Following [37], the m cost matrices are independently generated,
and each of their entries is randomly drawn from [0, 100]. For the
distance matrix, according to [61], D locations are randomly gen-
erated in a 2-dimensional plane with the range of [0,5000], and
Euclidean distance between locations are used as the distance. In
our experiments, two problem instances with different sizes (i.e.,
numbers of facilities), small-scale problem with D = 50 and large-
scale problem with D = 200, are considered.

Multi-Objective NK-Landscape Problem (NK-Landscape) NK-
Landscape [2] is a commonly used problem in multi-objective op-
timisation due to its important feature that the ruggedness level
of its problem landscape is tunable [64]. In the NK-landscape prob-
lem, N represents the number of bits (i.e., the number of decision
variables, denoted by D here for consistency), and K represents the
number of a bit’s “neighbouring” bits that interact with it. Specifi-
cally, for each objective fj, each bit x; is associated with a contri-
bution function c;; (x,-,xkijl, o xkin), where index k;j; denotes
the first bit of its loci k;; for the bit x; on the jth objective, and so
on. The problem is defined as follows:

D
max fj(x) = % Z cij(xi,xkijl,xkijz, e xkin), j=1..m (3)
i=1
Following the common practice [1, 14], c;; was set to be a fitness
contribution drawn randomly from [0, 1) for every possible com-
bination {0, 1}(K+1) of the loci kj;. In our experiments, K was set
to 10, and the small-scale NK-landscape problem has D = 50 and
the large-scale one has D = 200.

3.2 Quality Indicator Used

Hypervolume (HV) [67] is a popular quality indicator, suitable for
multi-objective optimisation problems where their Pareto front is
unknown. HV calculates the volume of the objective space between
a solution set and a reference point, and can reflect a comprehen-
sive quality of the set in terms of convergence and diversity.
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A critical issue in the calculation of HV is its reference point
setting. If a solution does not fall into the area enclosed by the ref-
erence point, it will contribute zero to the HV value. It is advisable
to set the reference point slightly worse (e.g., X1.1) than the nadir
point of the problem’s Pareto front. When the problem’s Pareto
front is unavailable, a common practice is to collect all nondomi-
nated solutions ever generated (by all the algorithms under all the
settings), and then set the reference point based on the nadir point
of the nondominated set.

However, this practice may not work in a situation where al-
gorithms perform very differently; there may exist multiple algo-
rithms that fall far behind good ones, hence having zero HV value.
This is the case for all of the considered MOCOPs here. In an ex-
treme case, all the algorithms except the best one receive a zero HV
value. Therefore, in this paper, we consider a different approach.
We use random sampling as a baseline to determine the reference
point. Specifically, we consider the set of nondominated solutions
ever generated by the random sampling under all the settings, and
identify the nadir point of the set. Then, the reference point r is set
to be slightly worse than the nadir point according to [40], namely,
ri = max; + (max; — min;)/10 for minimisation problems, and
ri = min; — (max; — min;)/10 for maximisation problems, where
max; and min; denotes the maximum and minimum values of the
nondominated set on the ith objective, respectively.

3.3 General Experimental Settings

Different search paradigms favour different settings. In general, lo-
cal search may need more search budgets. Under very limited bud-
gets, local search heuristics may only be able to explore very few
solutions. MOEAs usually need fewer search budgets; they may
quickly evolve forward but get trapped no matter how much more
resources are added [41]. In our experiments, we consider two stop
conditions. One is a budget of 100,000 evaluations, a common set-
ting for MOEAs. The other is a budget of 1 hour wall clock time,
a setting of favouring local search algorithms!. It is worth men-
tioning that local search is usually quicker than MOEAs. In other
words, with the same amount of time, local search can generate
more solutions than MOEAs, i.e., more evaluations consumed. For
local search, unlike MOEAs which usually consider the number of
evaluations as the stop condition, it is a standard practice to use
wall clock time.

We aim to consider appropriate search operators for specific
combinatorial problems. For MOEAs, the uniform crossover [22]
with a rate of 1.0 and the bit-flip mutation [22] with a rate of
1/D were used on the pseudo-boolean problems (i.e., Knapsack
and NK-landscape), where D denotes the number of variables. TSP
and QAP are two types of permutation problems, their solutions’
representation having different meanings. TSP is based on order-
related permutation while QAP is based on position-related per-
mutation. Therefore, the order-based crossover and the 2-opt mu-
tation (i.e., exchanging edges of the network) [22], which are suit-
able for order-based permutation, is used for TSP; and cycle-based
crossover and the 2-swap mutation (i.e., exchanging locations of

'With the machine used, local search algorithms can explore a very large number of
solutions. For example, on the Knapsack problem with 1000 items PLS can explore
over 250,000,000 solutions on average.

GECCO ’24, July 14-18, 2024, Melbourne, VIC, Australia

the network) [22], suitable for position-based permutation, is used
for QAP. For these two permutation problems, the crossover rate
is 1.0 and the mutation rate is 0.052.

As for local search, the search operator is the bit flip for the
pseudo-boolean problems. For TSP, the 2-opt operator is used, and
for QAP, the 2-swap operator is used. Neighbours of a solution are
defined as those that one bit-flip/2-opt/2-swap of the solution can
reach on NK-landscape/TSP/QAP. However, for Knapsack, accord-
ing to the definition of the problem, one bit-flip can lead to either
improvement on both objectives or degradation on them, which is
not reasonable and helpful for local search. Therefore, a neighbour-
hood within two bit-flips of a solution is used for Knapsack.

All parameters of the search heuristics are configured as the
same as in their original papers. For the last three MOEAs, the pop-
ulation size is set to 100. For fair comparison, all the algorithms are
written in Java and implemented on the JMetal platform [21]. For
each problem instance, an algorithm is executed 30 runs, with each
run on a core from Intel Xeon Gold 6248 with 2.50 GHz.

4 RESULTS

In this section, we present the comparative results amongst the
seven algorithms based on the experimental design described in
the previous section. HV results in the tables are the mean and
standard deviation (SD) over 30 independent runs. To have statis-
tically sound conclusions, we first used the Friedman rank-sum
test [26] at a 0.05 significance level to examine the significance
of the difference amongst all the algorithms. Friedman test is a
nonparametric for comparison of multiple group data (more than
two). We found these algorithms are significantly different on all
the cases. Afterwards, we carried out Wilcoxon’s rank-rum [29]
test at a 0.05 significance level as a post-hoc test to compare all
pairs of the algorithms, so that one knows for each algorithm, how
it performs in comparison with the others. To avoid family-wise
error in multiple comparisons, the Holm method [30] was applied
to correct the p-values of Wilcoxon’s rank-sum test.

4.1 On the Knapsack Problem

Table 1 gives the results of the seven algorithms on the Knapsack
problem under the four settings, where the numbers in bold associ-
ated with each algorithm indicate the numbers of the comparisons
that the algorithm performs statistically better, equally or worse
than its competitor, at a 0.05 level by the Wilcoxon’s rank-sum
test (after Holm correction). Figure 1 plots the final archives of all
the algorithms in a single run for the problem. This particular run,
along with others for visual demonstration in the paper, is associ-
ated with the result which is the closest to the mean HV value.

As can be seen from Table 1 and Figure 1, on the small-scale
Knapsack under the small budget, local search generally performs
worse than MOEAs. Between the two local search algorithms, any-
time PLS outperforms PLS since the former prioritises dominating
solutions, hence leading to better convergence. For the MOEAs,
NSGA-II tends to perform best in terms of convergence, while SEMO
can achieve much better coverage, hence a higher hypervolume

2Setting the mutation rate to 1/D for permutation problems may be meaningless since
the mutation is carried out based on the whole solution rather than its bits.
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Table 1: HV results (mean and SD) of the seven algorithms as well as their statistical comparison on Knapsack under the four
settings. The numbers in bold associated with each algorithm indicate the numbers of the comparisons that the algorithm
performs statistically better, equally or worse than its competitor, respectively.

Problem Budget Random PLS Anytime PLS SEMO NSGA-II SMS-EMOA MOEA/D
100000 evals | 2-78¢74 (2:2¢+4)  44T7e+5 (1.2e+5)  5.46e+5 (8.2c+4) 1.00e+6 (26e+4)  1.02e+6 (1.7e+d)  9.76e+5 (2.2¢+4)  1.03e+6 (1.2e+d)
Knapsack (100D) ’ 0/0/6 1/0/5 2/0/4 4/0/2 5/0/1 3/0/3 6/0/0
1 hour 1.80e+5 (5.9e+4)  1.07e+6 (8.1e+3)  1.06e+6 (8.7e+3)  1.07e+6 (7.8e+3)  1.05e+6 (0.0e+0)  1.05e+6 (2.9e+1)  1.05e+6 (5.4e+2)
0/0/6 5/1/0 4/0/2 5/1/0 1/1/4 1/1/4 3/0/3
100,000 evals | 302¢75 (23e+5)  0.00e+0 (0.0e+0)  0.00¢+0 (0.0¢+0)  1.10e+8 (23e+6)  1.27¢+8 (L4e+6) 1.27e+8 (12ev6) 1.27e+8 (1.5e+6)
Knapsack (1000D) ’ 2/0/4 0/1/5 0/1/5 3/0/3 4/2/0 4/2/0 4/2/0
1 hour 1.17e+6 (3.3e+5)  6.56e+7 (9.3e+6)  2.39e+4 (1.2e+5)  1.63e+8 (5.3e+5) 1.47e+8 (1.8e+6) 1.41e+8 (2.0e+6)  1.43e+8 (9.8e+5)
1/0/5 2/0/4 0/0/6 6/0/0 5/0/1 3/0/3 4/0/2
Total (better/equal/worse) 3/0/21 8/2/14 6/1/17 18/1/5 15/3/6 11/3/10 17/2/5
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Figure 1: The final archives of the seven algorithms in a single run on the Knapsack problem under the four settings (different
dimensions and budgets). This particular run is associated with the result which is the closest to the mean HV value.

value. When the algorithms are given sufficient computational re-
sources (i.e., 1 hour), the advantage of local search emerges. PLS
becomes one of the best algorithms, followed by anytime PLS. As
for the three popular MOEAs, they perform fairly well in terms
of convergence, but fail to spread their solutions, hence obtaining
lower HV values than PLS and SEMO.

On the large-scale Knapsack (i.e., with 1000 items), SEMO shows
clear advantage over the other algorithms under both small and
large budgets. Under the small budget, interestingly, the local search
algorithms are even worse than random sampling (Figure 1(c)). The
reason for this occurrence is that with such a small budget avail-
able, local search can barely finish the exploration of very few so-
lutions — the number of a solution’s neighbours is (*%°).

4.2 On the Travelling Salesman Problem

On TSP, MOEAs demonstrate large advantage over local search
compared with on Knapsack. Table 2 gives the results of the seven
algorithms under the four settings, and Figure 2 plots the final
archives of all the algorithms in a single run.

On the small-scale problem under the small budget, SEMO is
the best, followed by the three popular MOEAs and anytime PLS.
Under the large budget, the three MOEAs obtain the best HV val-
ues, better than SEMO and the two local search algorithms. This is
very different from the case on Knapsack, where under the large
budget, SEMO and local search perform best. A possible explana-
tion for this is that the landscape of TSP may have one or several
big funnels (with numerous small attraction basins) [52, 65], where
evolutionary algorithms can keep moving towards their bottom(s)
gradually and slowly [65]. For the large-scale TSP, under the small
budget, some MOEAs (e.g., MOEA/D) perform better than SEMO
in terms of convergence, while under the large budget, SEMO has

much better convergence and spread. It is worth mentioning that
anytime PLS performs best in terms of convergence, showing clear
advantage over its original version PLS.

4.3 On the Quadratic Assignment Problem

On the QAP problem, the results are mixed, except for SEMO which
consistently performs very best under the four settings, as shown
in Table 3 and Figure 3. For the small-scale problem under the large
budget, PLS performs better than the three MOEAs. For the small-
scale problem under the small budget and the large-scale problem
under the large budget, the MOEAs generally outperforms PLS and
anytime PLS, except on the large-scale case where anytime PLS
is better than SMS-EMOA and MOEA/D. For the large-scale prob-
lem under the small budget, without any surprise, the local search
heuristics struggle, with their solution quality worse than those
obtained by random sampling.

4.4 On the NK-landscape Problem

NK-landscape (with K = 10) is the problem with the most rugged
landscape out of all the considered problems. On such a problem,
the three popular MOEAs struggle, as shown in Table 4 and Fig-
ure 4. Interestingly, once again, the simple evolutionary algorithm,
SEMO, performs very well under all the settings. PLS and any-
time PLS, comparable with SEMO, show clear advantage over the
MOEAs, particularly on the large-scale problem. Random sampling,
on such rugged landscape, may not be the worst choice. With suf-
ficient budgets (1 hour), on the small-scale problem it can produce
better solutions than MOEA/D.
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Table 2: HV results (mean and SD) of the seven algorithms as well as their statistical comparison on the TSP problem under the
four settings. The numbers in bold associated with each algorithm indicate the numbers of the comparisons that the algorithm
performs statistically better, equally or worse than its competitor, respectively.

Problem

Budget Random PLS Anytime PLS SEMO NSGA-II SMS-EMOA MOEA/D
100000 evals | 5-36€+1 (26e+0)  356e+2 (1.8e+1) 3.80e+2 (9.8¢+0) 4.28¢+2 (5.3e+0) 3.84e+2 (0.2¢+0)  3.68¢+2 (9.7e+0)  3.84e+2 (9.3¢+0)
TSP (50D) OO0 evals 0/0/6 1/0/5 3/2/1 6/0/0 3/2/1 2/0/4 3/2/1
1 hour 1.09e+2 (1.9e+0)  4.69e+2 (2.7e+0)  4.62e+2 (5.3e+0) 4.71e+2 (1.6e+0)  4.81e+2 (8.5e-1)  4.76e+2 (1.4e+0)  4.73e+2 (1.9e+0)
0/0/6 2/0/4 1/0/5 3/0/3 6/0/0 5/0/1 4/0/2
100000 evals | 7B5€+Z (36e+T)  3.66e+1 (47e+1) 6.28e+1 (80e+]) 2.27e+d (63e+2) 1.98e+d (L1e+3) 2.12e+d (1.0e+3) 238e+d (11e+2)
TSP (500D) ’ 2/0/4 0/1/5 0/1/5 5/0/1 3/0/3 4/0/2 6/0/0
1 hour 1.27e+3 (4.4e+1)  4.59e+4 (2.2e+3)  5.12e+4 (1.1e+3) 5.71e+4 (8.0e+2) 4.99e+4 (1.1e+3) 4.77e+4 (1.4e+3)  5.08e+4 (9.4e+2)
0/0/6 1/0/5 4/1/1 6/0/0 3/0/3 2/0/4 4/1/1
Total (better/equal/worse) 2/0/22 4/1/19 8/4/12 20/0/4 15/2/7 13/0/11 17/3/4
le2 25 le2
25 25 2.50 A\ ’
20 2.25 2.0
o~ o~ o~ o~
20 g 2% g1s
g andom | § FRRE g
ey 3 ams oy = 1.0
O 10 v AnytimePLs |O o 1.50 o
V&v SEMO 1.25 \\ 0.5
% NSGA-II . A 1 3 N
5 P, o wmuo Loo] A "
0.0
5 10 15 20 5 10 15 20 25 1.0 15 2.0 2.5 0.0 0.5 1.0 1.5 20 25
Objective 1 Objective 1 Objective 1 le2 Objective 1 le2
(a) 50D (100,000 evaluations) (b) 50D (1 hour) (c) 500D (100,000 evaluations) (d) 500D (1 hour)

Figure 2: The final archives of the seven algorithms in a single run on the TSP problem under the four settings (different
dimensions and budgets). This particular run is associated with the result which is the closest to the mean HV value.

Table 3: HV results (mean and SD) of the seven algorithms as well as their statistical comparison on the QAP problem under the
four settings. The numbers in bold associated with each algorithm indicate the numbers of the comparisons that the algorithm
performs statistically better, equally or worse than its competitor, respectively.

Problem Budget Random PLS Anytime PLS SEMO NSGA-IT SMS-EMOA MOEA/D
100,000 evals | 9-63¢+13 (35e+12)  3.11e+14 (2.0e+13) 3.16e+14 (1.6e+13) 4.14e+14 (1.2e+13) 3.39e+14 (1.8e+13) 3.29¢+14 (1.6e+13) 3.29¢+14 (L4er13)
QAP (50D) ’ 0/0/6 1/1/4 1/1/4 6/0/0 3/2/1 3/2/1 3/2/1
1 hour 1.47e+14 (3.4e+12) 4.6le+14 (1.5e+13) 4.56e+14 (1.4e+13) 4.67e+14 (1.3e+13) 4.57e+14 (1.4e+13) 3.63e+14 (1.6e+13) 4.33e+14 (1.7e+13)
0/0/6 3/3/0 3/3/0 3/3/0 3/3/0 1/0/5 2/0/4
100000 evals | 358614 (5.4e+13)  1.67e+14 (18e+14) 2.15¢+14 (20e+14) 128e+16 (45e+14) 9.20e+15 (5.4e+14) 9.16e+15 (5.0e+14) 9.13e+15 (5.4e+14)
QAP (200D) ’ 2/0/4 0/1/5 0/1/5 6/0/0 3/2/1 3/2/1 3/2/1
1 hour 491e+14 (4.6e+13) 1.22e+16 (9.7e+14) 1.84e+16 (6.5e+14) 2.48e+16 (3.9e+14) 2.07e+16 (8.5e+14) 1.39e+16 (5.7e+14) 1.58e+16 (6.6e+14)
0/0/6 1/0/5 4/0/2 6/0/0 5/0/1 2/0/4 3/0/3
Total (better/equal/worse) 2/0/22 5/5/14 8/5/11 21/3/0 14/7/3 9/4/11 11/4/9
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Figure 3: The final archives of the seven algorithms in a single run on the QAP problem under the four settings (different
dimensions and budgets). This particular run is associated with the result which is the closest to the mean HV value.

4.5 Summary

Table 5 summarises the results of the above pairwise statistical
comparisons across all the four problems. As can be seen in the

table, local search and MOEAs have their own advantage, depend-
ing on problem size and budgets. On the small-scale problems un-
der sufficient budgets, PLS perform very well, significantly better
than the three popular MOEAs. In contrast, on the other cases the
MOEA algorithms generally outperform PLS under the small bud-
get, particularly on the large-scale problems. Between the two local
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Table 4: HV results (mean and SD) of the seven algorithms as well as their statistical comparison on NK-Landscape under the
four settings. The numbers in bold associated with each algorithm indicate the numbers of the comparisons that the algorithm
performs statistically better, equally or worse than its competitor, respectively.

Problem Budget Random PLS Anytime PLS SEMO NSGA-II SMS-EMOA MOEA/D
100000 evals | 4892 (47e3) 7592 (75e-3)  7.23e2(60e3) 7762 (7.1e-3) 7.97e-2(47e3) 7742 (5.1e-3)  B.1le-Z (5.5¢3)
NK-Landscape (50D) i 0/0/6 1/4/1 1/2/3 1/5/0 2/4/0 2/3/1 4/2/0
P 1 hour 5.71e-2 (9.2e-3)  7.63e-2 (5.4e-3)  7.20e-2 (5.6e-3)  7.71e-2 (3.8¢-3)  8.88e-2 (6.1e-3)  8.62e-2 (4.1e-3)  8.86e-2 (4.3e-3)
0/0/6 2/1/3 1/0/5 2/1/3 4/2/0 4/1/1 5/1/0
100,000 evals 4.76e-3 (9.4e-4)  4.23e-2 (1.6e-3)  4.27e-2 (2.6e-3) 4.4le-2 (1.5e-3) 3.6le-2 (2.6e-3) 3.41le-2 (3.0e-3)  3.87e-2 (2.0e-3)
NK-Landscape (200D) ’ 0/0/6 4/1/1 4/1/1 6/0/0 1/1/4 1/1/4 3/0/3
P L hour 530e-3 (1.4e-3)  4.56e-2 (2.26-3)  4.30e-2 (3.26-3) _ 4.70e-2 (1.9e-3)  4.74e-2 (2.6e-3)  4.13e-2 (3.3e-3) _ 4.34e-2 (2.6e-3)
0/0/6 4/1/1 1/2/3 4/2/0 5/1/0 1/1/4 2/1/3
Total (better/equal/worse) 0/0/24 11/7/6 7/5/12 13/8/3 12/8/4 8/6/10 14/4/6
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Figure 4: The final archives of the seven algorithms in a single run on the NK-landscape problem under the four settings
(different dimensions and budgets). This particular run is associated with the result which is the closest to the mean HV value.

Table 5: Summary of pairwise statistical comparison on all the problems. The numbers associated with each algorithm indicate
numbers of the comparisons that the algorithm performs statistically better, equally or worse than its competitor, respectively.

Problem Size Budget Random PLS Anytime PLS SEMO NSGA-II  SMS-EMOA  MOEA/D
small 100,000 evals 0/0/24 4/5/15 7/5/12 17/5/2 13/8/3 10/5/9 16/6/2
1 hour 0/0/24 12/5/7 9/3/12 13/5/6 14/6/4 11/2/11 14/1/9
large 100,000 evals | 6/0/18 4/4/16 4/4/16 20/0/4 11/5/8 12/5/7 16/4/4
1 hour 1/0/23 8/1/15 9/3/12 22/2/0 18/1/5 8/1/15 13/2/9
Total (better/equal/worse) 7/0/89 28/15/53 29/15/52 72/12/12  56/20/20 41/13/42 59/13/24

search heuristics, anytime PLS, which aims to improve the anytime
behaviour of PLS, performs generally better than the original PLS
under the small budgets, and is also competitive against MOEAs
on many cases (e.g., small-scale with small budget). Amongst the
three MOEAs, NSGA-II appears to be slightly better than SMS-
EMOA and MOEA/D. This is different from observations on con-
tinuous problems, where SMS-EMOA and MOEA/D tend to obtain
solutions with better quality on convergence.

A surprise comes from SEMO, a simple MOEA which can be
seen as randomised local search. A possible explanation is its un-
bounded archive which is used to generate new solutions, in con-
trast to the bounded population in the three MOEAs. A possible
reason that SEMO performs better than the two local search heuris-
tics is its stochasticity mechanism, which may lead to less greedy
search behaviour and help the search to jump out of local optima.
In fact, similar conclusions have been derived analytically and em-
pirically for MOEAs in recent studies [8, 44]. Particularly in [8],
it has been reported that introducing stochasticity in population
update can exponentially speed up the search of MOEAs .

5 CONCLUSIONS

This paper empirically compared six well-established MOEAs and
local search heuristics, along with random sampling, on a range of

multi-objective combinatorial optimisation problems (MOCOPs).
We found that in general MOEAs are competitive against local
search, with the exception of on problems with highly rugged land-
scape (i.e., NK-landscape). Interestingly, the simple SEMO signifi-
cantly outperforms the other “more advanced” MOEAs. This, on
one side, suggests a need of new MOEAs for addressing MOCOPs,
and on the other side, indicates the potential of evolutionary search
on MOCOPs.

It is worth mentioning that we only consider the bi-objective
problem instances with two different problem sizes and search bud-
get settings (100, 000 evaluations and 1 hour wall clock time). Other
settings may lead to different conclusions; for example, higher bud-
get may benefit local search heuristics on large-scale instances.

Note that the considered MOEAs and local search heuristics are
rather “baseline”. Most of them were developed more than a decade
ago. Sophisticatedly-designed search heuristics may result in dif-
ferent observations, such as local search techniques developed re-
cently [11, 17, 35, 60]. Moreover, hybrid methods that combines
local search with MOEAs seem to have high potential due to the
fact that different search paradigms work better on different prob-
lems and settings, as shown in our experiments. This has already
been well-confirmed by a number of studies in the area, e.g., [32—
34, 36, 38, 50, 62].
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